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Abstract
Feature Engineering (FE) is pivotal in automated machine learning

(AutoML) but remains a bottleneck for traditional methods, which

operate within rigid search spaces and lack domain awareness.

While Large Language Models (LLMs) offer a promising alternative

to generate unbounded operators with semantic reasoning, exist-

ing methods focus on isolated subtasks such as feature generation,

falling short of free-form FE pipelines. Moreover, they are rarely

coupled with hyperparameter optimization (HPO) of the down-

stream ML model, leading to greedy “FE-then-HPO” workflows

that cannot capture strong FE–HPO interactions. In this paper, we

present CoFEH, a collaborative framework that interleaves LLM-

based FE and Bayesian HPO for robust end-to-end AutoML. CoFEH

uses an LLM-driven FE optimizer powered by Tree of Thought

(TOT) to explore flexible FE pipelines, a Bayesian optimization

(BO) module to solve HPO, and a dynamic optimizer selector that

adaptively interleaves FE and HPO steps. Crucially, we introduce a

mutual conditioning mechanism that shares context between LLM

and BO, enabling mutually informed decisions. Experiments show

that CoFEH outperforms traditional and LLM-based baselines in

both standalone FE and joint FE+HPO settings.

CCS Concepts
• Computing methodologies→ Search methodologies; Ma-
chine learning algorithms.
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1 Introduction
The success of machine learning (ML) hinges on the synergy be-

tween data representation and model capacity [27]. Therefore, Fea-

ture Engineering (FE) serves as the cornerstone of an ML pipeline,

directly influencing ML models’ performance and effectiveness.

Broadly defined, FE constitutes a holistic transformation process

that bridges raw data and model inputs, encompassing prepro-

cessing (e.g., imputation, normalization), transformation (e.g., en-

coding, discretization), generation (synthesizing new interactions),

and selection (filtering irrelevant signals) [43, 62]. However, man-

ual FE is labor-intensive and demands deep domain expertise. To

lower barriers and streamline deployment, the AutoML community

has proposed several methods to automate the FE process [21, 29–

31, 56, 60]. Many end-to-end AutoML systems also incorporate

FE by casting it as a search problem over a predefined space of

transformation operations and pipeline templates [14, 34, 36, 51].

Leveraging an optimizer like Bayesian optimization (BO), they ex-

plore finite configurations to construct FE pipelines.

Despite facilitating automation, these traditional approaches

come with three fundamental drawbacks: (i) They are semantics-

agnostic and depend on expensive trial-and-error without lever-

aging domain priors; (ii) They enforce rigid FE pipeline templates,

often restricting pipelines to fixed sequences (e.g., generation fol-

lowed by selection [21, 60]) or isolated sub-tasks, precluding dy-

namic interleaving or flexible composition; (iii) They restrict the
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Figure 1: Comparison of optimization workflows: existing methods vs. CoFEH.

search to closed operation libraries (e.g., a small set of built-in

preprocessing algorithms or basic arithmetic), which prevents dis-

covering task-specific operations beyond predefined primitives.

To address these gaps, Large Language Models (LLMs) have been

introduced to automated FE [9, 15, 53]. Through domain knowledge

and code generation capabilities [6], LLMs can propose semanti-

cally grounded operations and bespoke logic beyond fixed operation

libraries, alleviating drawbacks (i) and (iii) mentioned above. How-

ever, most existing methods target only a single FE subtask—most

notably feature generation [1, 15, 20, 44, 61]—resulting in a homo-

geneous and simplistic FE pipeline. This leads to our first challenge:

C1: Free-form FE. How can we empower LLMs to construct a truly
free-form FE pipeline that flexibly composes heterogeneous operations
(preprocessing, transformation, generation, and selection)?

While LLMs are inherently well-suited for FE, existing methods

overlook the critical synergy with Hyperparameter Optimization

(HPO) of the downstream ML model. In modern AutoML, HPO is

predominantly driven by Bayesian optimization (BO) due to its sam-

ple efficiency and uncertainty modeling [36, 47, 49]. Consequently,

most LLM-based FE methods that aim for end-to-end performance

must attach a BO-based HPO module. Because the two optimizers

are heterogeneous and operate over differently represented spaces,

they typically fall back to a greedy sequential routine—first opti-

mizing FE under a fixed model, then tuning hyperparameters on

the frozen features (Fig. 1(b)) [15, 20, 37, 44]. This greedy strat-

egy ignores the strong dependency between feature representation

and model capacity. In contrast, traditional methods (e.g., Auto-

sklearn [14]) naturally enable joint optimization by enforcing a

homogeneous search space (Fig. 1(a)). This creates a “capability-

integration paradox”: LLMs excel at FE exploration but lag behind

traditional methods in FE–HPO coupling. To couple LLM-based

FE with BO-based HPO, we advocate an interleaved optimization,

which raises two further challenges: C2: Collaborative FE–HPO
optimization. How can we jointly optimize LLM-based FE and HPO
in a coupledmanner, rather than optimizing each in isolation? andC3:
Task-adaptive scheduling. How can we allocate budget between
FE and HPO according to their task-specific utility?

To address these challenges, we propose CoFEH (Fig. 1(c)), a

novel framework for holistic ML pipeline optimization. CoFEH

is designed to unleash the full potential of LLMs in crafting free-

form, human-expert-like FE pipelines, while coupling this with a

state-of-the-art BO–based HPO. Our contributions are as follows:

(i) For C1, we propose an LLM-driven tree-of-thought FE pipeline

optimizer to explore unconstrained pipeline topologies and opera-

tors, achieving truly free-form feature engineering. (ii) For C2, we
introduce a mutual conditioning mechanism, which establishes a

bidirectional information flow between the LLM and BO, enabling

them to make decisions conditioned on each other to avoid isolated,

sub-optimal tuning. (iii) For C3, we introduce a PUCB-based dy-

namic optimizer selector that adaptively allocates the optimization

budget between FE and HPO, facilitating efficient interleaved opti-

mization. (iv) Experiments on 28 public datasets show that CoFEH

outperforms state-of-the-art traditional and LLM-based baselines

in both standalone FE and end-to-end pipeline optimization.

2 Background and Motivation
2.1 The Formal Machine Learning Pipeline
The standard supervised machine learning pipeline can be for-

malized as a hierarchical optimization problem. Given a dataset

D = {(x𝑖 , 𝑦𝑖 )}𝑁𝑖=1 where x𝑖 ∈ X represents the raw input space and

𝑦𝑖 ∈ Y the target, the objective is to learn a mapping from raw data

to target that minimizes the generalization error. This process is typ-

ically decomposed into two interconnected sub-problems: Feature
Engineering (FE) [21, 29–31, 35] of data and Hyperparameter
Optimization (HPO) [4, 13, 22, 28] of ML model.

To automate pipeline construction, traditional AutoML systems

cast the entire process into a black-box optimization framework,

and leverage methods like BO [14, 36, 51, 54], genetic program-

ming [45], reinforcement learning [12], and ADMM [39] to navigate

the search space. Complementing the traditional approaches, Large

LanguageModels (LLMs) have introduced a knowledge-driven para-

digm, acting as expert-like agents that propose task-adaptive feature

transformation and model configurations [20, 37, 38, 41, 42, 55].

In the remainder of this section, we analyze prior work from the

perspectives of FE and HPO, and discuss the key challenges and op-

portunities in jointly optimizing them within a unified framework.

2.2 Feature Engineering
We define FE in a broad sense, covering the entire process from

raw data to the model input space. Let T denote the space of typed

feature operations, encompassing data preprocessing, transfor-

mations, feature generation, and selection, etc. Consequently, an
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Figure 2: AutoML vs. human expert: The freedom of FE.

FE pipeline can be expressed as a composition of 𝑘 operations,

𝑇 = 𝑡𝑘 ◦ 𝑡𝑘−1 ◦ · · · ◦ 𝑡1, 𝑡 𝑗 ∈ T . (1)

The ultimate goal of this FE pipeline is to project the raw input space

X into an optimized latent space X′ = 𝑇 (X) for the downstream
ML model. Ideally, feature engineering is a creative and semantics-

intensive process driven by domain expertise. As illustrated in the

bottom panel of Fig. 2, human experts do not adhere to a rigid

template. Instead, they leverage prior knowledge and intuition to

navigate an unbounded search space to build a free-form pipeline.

However, such an unbounded process remains beyond the reach

of traditional optimization algorithms (e.g., BO), which necessitate

well-defined, finite search spaces. Consequently, existing AutoML

systems typically impose severe structural constraints to make the

problem tractable [14, 45, 51]. As depicted in the upper panels of

Fig. 2 (e.g., MindWare [36], OpenFE [60]), these simplifications

result in three limitations: (i) Semantic agnosticism: Lacking
the capacity to incorporate domain knowledge, these systems rely

exclusively on brute-force, data-driven trial-and-error. (ii) Rigid
topology: The pipeline structures are ossified into limited and

fixed sequences, preventing dynamic re-ordering or recursion. For

instance, MindWare enforces a strict four-stage workflow, while

OpenFE is confined to a generation-selection pipeline. (iii) Re-
stricted operation set: The search is confined to a closed library

of predefined algorithms or mathematical primitives (e.g., +,−,×),
precluding novel operations beyond the system’s hard-coded scope.

To overcome these bottlenecks, recent advances have proposed

LLM-based FE as an alternative. This direction is part of a broader

effort to apply LLMs to tabular-data tasks [11]. With extensive

domain knowledge and code-generation capabilities, LLMs can

emulate human-like semantic reasoning, enabling flexible feature

transformations beyond closed operation libraries. This potential

has sparked a wave of research across the FE spectrum, including

preprocessing [8, 53], feature selection [9, 25], and feature genera-

tion [1, 15, 20, 32, 44, 61]. However, these studies typically focus on

isolated sub-tasks, most notably feature generation. Consequently,

they yield monolithic pipelines restricted to homogeneous opera-

tions, precluding the dynamic interleaving of diverse FE operations.

Conclusion #1: The intrinsically semantic nature of FE
makes LLMs its natural architect, yet fully harnessing this
power requires adopting truly free-form pipeline topologies.

2.3 Hyperparameter Optimization
Given the transformed featuresX′, a learnerA is selected to induce

a model. In AutoML, this is formulated as the Combined Algorithm

Selection and Hyperparameter Optimization (CASH) problem [51]

In this work, we use HPO as an umbrella term that includes CASH,

where the configuration space Λ jointly encompasses both the

choice of the learning algorithm (e.g., XGBoost, MLP) and its asso-

ciated hyperparameters. The goal of HPO is to identify the optimal

configuration 𝝀∗ that minimizes the generalization error.

The prevailing approach for solving this task is Bayesian Op-

timization (BO) [14, 34, 36, 47, 49, 51, 52]. BO solves black-box

problems by iterating three steps [4, 24, 50]: 1) fit a surrogate

𝑓 on the observed data O = {(𝝀𝑖 , 𝑣𝑖 )}𝑛−1𝑖=1 ; 2) sample and select

the next configuration by maximizing an acquisition function 𝛼 :

𝝀𝑛 = argmax𝝀 𝛼 (𝝀; 𝑓 ); 3) evaluate 𝝀𝑛 to obtain the performance

𝑣𝑛 and update O ← O ∪ {(𝝀𝑛, 𝑣𝑛)}. BO is favored for its principled

modeling of complex search spaces and acquisition-driven balance

of exploration and exploitation. While recent works have tried to

adapt LLMs for HPO [10, 38, 40, 59], LLM optimizers suffer from

inherent limitations, lag behind BO methods, and prove unreliable

in many practical scenarios [23]. They lack a surrogate model for

objective and uncertainty quantification, and struggle to utilize the

full optimization history due to context window limits.

Conclusion #2: BO remains the gold standard for HPO, sur-
passing the current reach of LLMs in hyperparameter spaces.

2.4 Joint Optimization of FE and HPO
While FE and HPO are often treated as orthogonal tasks, they are

in fact strongly coupled. We formulate AutoML as an optimization

problem that simultaneously searches for the optimal FE pipeline

𝑇 ∗ and model configuration 𝝀∗ to minimize the validation loss:

(𝑇 ∗,𝝀∗) = argmin

𝑇 ∈T𝑘 ,𝝀∈Λ
L𝑣𝑎𝑙

(
A(𝑇 (D𝑡𝑟𝑎𝑖𝑛);𝝀),𝑇 (D𝑣𝑎𝑙 )

)
, (2)

where T 𝑘
represents the unbounded space of feature engineering

pipelines and Λ denotes the hyperparameter space of learner A.

Existing approaches to this problem can be categorized based

on the nature of their optimizers, as visualized in Fig. 1. (i) Homo-
geneous optimizer framework (Fig. 1(a)), employs a single type

of optimizer for both tasks, which naturally enables a joint opti-

mization. Traditional AutoML systems, such as TPOT [45], Auto-

sklearn [14], and Mindware [36], integrate FE and HPO into a

unified yet restricted search space, enabling joint modeling and op-

timization. Similarly, LLM-based frameworks like ML-Master [41]

and AIDE [26] treat ML pipeline generation as a unified code syn-

thesis task, prompting LLMs to co-propose feature transformations

and model configurations within a single reasoning context. (ii)

Heterogeneous optimizer framework (Fig. 1(b)), adopts distinct

optimization strategies for FE and HPO. This scenario typically

necessitates a sequential, greedy strategy: optimizing FE with a

fixed learner, followed by HPO on the derived feature set. Tradi-

tional methods (e.g., AutoFeat [21], OpenFE [60]) optimize features

via fixed proxy models before performing post-hoc HPO. Similarly,

LLM-based frameworks such as CAAFE [20] and ELLM-FT [15]

focus exclusively on feature evolution, treating HPO as an isolated

downstream task. Crucially, this sequential approach suffers from
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greedy myopia: it fails to capture the strong dependency between

features and model hyperparameters. By fixing hyperparameters

during FE, the optimizer inevitably discards potential high-value

features that require specific hyperparameter tuning to perform

well, thereby trapping the system in sub-optimal local minima.

Therefore, although Conclusions #1 and #2 suggest that LLMs

are better suited for FE while BO is more effective for HPO, jointly

optimizing them is non-trivial due to their inherent heterogeneity.

Instead of a greedy sequential optimization, we argue for an inter-
leaved optimization strategy that continuously evaluates different

(FE pipeline, model configuration) combinations to avoid poor local

optima. This raises two key challenges: (i) mutual conditioning
and shared context—the LLM must refine FE with awareness of

how features interact with different configurations, and BO must

model hyperparameters conditioned on the FE pipeline. Otherwise,

if the LLM evaluates feature quality without distinguishing the

underlying configurations (and vice versa for BO), the historical

performance data becomes noisy and misleading, obscuring the

true causal impact of any single modification. (ii) adaptive re-
source allocation—the system must decide when to invest budget

in improving FE versus HPO, since their marginal utility varies

substantially across tasks (e.g., some datasets are feature-sensitive

while HPO yields limited gains, and vice versa).

Conclusion #3: Effective AutoML requires interleaving LLM-
based FE and BO-based HPO, with mutual conditioning and
task-adaptive budget allocation.

3 Method
In this section, we present CoFEH, a framework for LLM-driven

FeatureEngineering empowered byCollaborativeHyperparameter

optimization. It comprises three core components: (i) an LLM-based

Tree-of-Thought search for FE pipeline; (ii) a mutual conditioning

mechanism that enables collaborative tuning between the LLM-

driven FE and BO-based HPO; and (iii) a dynamic optimizer selector

to adaptively allocate resources across the optimization process.

3.1 LLM-based Feature Engineering
To effectively navigate the unbounded and semantics-intensive

search space of feature engineering, we reformulate the construc-

tion of the pipeline from Eq. (1) as a sequential decision-making
problem. We define a dataset state 𝑠 as the representation of

the data at a given stage of transformation, where the initial state

𝑠0 = X is the raw dataset. Each operation 𝑡 𝑗 ∈ T is viewed as an

action that transitions the system from state 𝑠 𝑗−1 to a new state

𝑠 𝑗 = 𝑡 𝑗 (𝑠 𝑗−1). Consequently, the optimization of the FE pipeline is

equivalent to finding an optimal sequence of actions (𝑡1, 𝑡2, . . . , 𝑡𝑘 )
that maximizes the downstream performance reward:

max

𝑡1,...,𝑡𝑘
Reward(𝑡𝑘 ◦ 𝑡𝑘−1 ◦ · · · ◦ 𝑡1 (𝑠0)) . (3)

Standard linear prompting is ill-suited for this complex search space

as it follows a singular reasoning path without the capacity for back-

tracking. To bridge this gap, we adopt the Tree of Thought (ToT)

paradigm [57], enabling the LLM to explore multiple reasoning

branches. As illustrated in the search tree (Fig. 3, left), intermedi-

ate dataset states (𝑠𝑖 ) are treated as “thoughts”—discrete nodes in
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Figure 3: FE workflow of CoFEH.

a hierarchical search space connected by LLM-generated FE op-

erations. We implement this ToT search via a Monte Carlo Tree

Search (MCTS) [33], which systematically balances the discovery

of novel operations with the exploitation of historical knowledge

through four iterative steps (Fig. 3): 1) Selection: MCTS traverses

from the root (𝑠0) along a selection path to identify the most promis-

ing dataset state for further expansion. 2) Expansion: the LLM is

prompted to generate a new FE operation to process the dataset in

the selected node. 3) Playout: Utilizing the executable code syn-

thesized by the LLM, the dataset is transformed and subsequently

evaluated through a downstream ML model. This process returns a

validation score 𝑣𝑖 , thereby instantiating a new dataset state 𝑠𝑖+1 as
a successor node in the tree. 4) Backpropagation: The results are
propagated back to update three statistics for each ancestor node 𝑠 :

visit count 𝑁𝑠 , cumulative reward 𝑅𝑠 , and subtree best performance

𝑣max

𝑠 (the maximum score observed within its subtree). We first com-

pute a binary reward 𝑟 = I(𝑣𝑛𝑒𝑤 > 𝑣max

𝑠0
), indicating whether a new

global optimum has been achieved. Subsequently, we update the

statistics: 𝑁𝑠 ← 𝑁𝑠 + 1, 𝑅𝑠 ← 𝑅𝑠 + 𝑟 , and 𝑣max

𝑠 ← max(𝑣max

𝑠 , 𝑣𝑛𝑒𝑤).

3.1.1 Selection Down the MCTS Tree. The selection phase initiates

at the root node 𝑠0, representing the original dataset. It traverses the

search tree by recursively choosing the child node that maximizes

the Upper Confidence Bound for Trees (UCT) criterion [2]:

𝑠∗ = arg max

𝑠′∈children(𝑠 )
©­«𝑄 (𝑠′) +𝐶1 ·

√︄
ln𝑁𝑠

𝑁𝑠′

ª®¬ , (4)

where 𝐶1 is a hyperparameter balancing exploitation and explo-

ration. The exploitation term 𝑄 (𝑠′) evaluates the potential quality
of the candidate feature transformation path and is defined as:

𝑄 (𝑠′) = 𝑅𝑠′

𝑁𝑠′
+ 𝑣max

𝑠′ , (5)

where the first term 𝑅𝑠′/𝑁𝑠′ represents the average reward, reflect-

ing the historical success rate of discovering superior states along

this branch. The second term 𝑣max

𝑠′ denotes the normalized best

validation performance observed within the subtree rooted at 𝑠′

(min–max normalized using the global range of observed metric

scores). This formulation of 𝑄 (𝑠′) ensures that the search priori-

tizes paths exhibiting both high absolute performance (via 𝑣max
) and

strong potential for iterative improvement (via the average reward).

Through this mechanism, the algorithm identifies a selection path

extending from 𝑠0 to a non-fully expanded target node, as shown

by the bold-bordered nodes in the left panel of Fig. 3.
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3.1.2 Expansion Through Steerable Reasoning. Upon identifying

a target node 𝑠base through UCT policy, the steerable reasoning

module expands the search tree by synthesizing a new FE opera-

tion. We construct a structured prompt for the LLM comprising the

following core components: (i) Dataset info (𝜓 ): Semantic descrip-

tions and statistical metadata of the base dataset to provide domain

context. (ii) Ancestor FE pipeline (𝑇anc): The sequence of operations

previously applied from 𝑠0 to 𝑠base, which defines the current data

state. (iii) Memory (M𝑠
base

): A collection of high-performing op-

erations archived from previous successful trials. Crucially, this

component is provided only under the Exploitation directive to

facilitate refinement. (iv) Directive (𝑑): An optimization instruction

𝑑 ∈ {Initialization, Exploration, Exploitation} that explicitly
steers the LLM’s strategy. Formally, the LLM generates a reasoning

chain R followed by the code for a new operation 𝑡new:

(R, 𝑡new) = LLM

(
𝜓,𝑇anc,M𝑠

base
, 𝑑

)
. (6)

The synthesized operation code is then executed to transform the

base dataset, instantiating a new dataset state: 𝑠new = 𝑡new (𝑠base).
Crucially, the directive 𝑑 explicitly governs the search behavior:

• Initialization is invoked specifically for the root node 𝑠0
to generate a high-quality initial FE operation.

• Exploration encourages the LLM to propose novel opera-

tions to probe unknown regions of the search space.

• Exploitation distills elite experiences and operations from

Mglobal to refine the current dataset.

Detailed prompt templates are shown in Appendix A. The root

node 𝑠0 is treated as non-fully expanded until the Init. directive

has been executed five times. Any other node is considered fully

expanded only after both Exploration and Exploitation direc-

tives have been performed twice. This ensures that each promising

dataset state is thoroughly investigated through both creative dis-

covery and historical refinement before the search moves deeper.

3.1.3 Global Memory and Operation Retrieval. As illustrated in

the central module of Fig. 3, every historical operation 𝑡 gener-

ated during the search is archived in the Global MemoryMglobal.

Each entry is stored as a tuple (R, F𝑡 , 𝑣,Δ𝑣), which includes: (i) the

reasoning chain R, (ii) the subset of features F𝑡 required for the

operation, which is parsed from the structured format of R, (iii) the
resulting performance score 𝑣 , and (iv) the relative improvement

Δ𝑣 = 𝑣 − 𝑣base achieved over its parent node.

To support the Exploitation directive, we employ a two-stage

retrieval mechanism to identify high-utility operations: 1) Func-
tional filtering: We first ensure semantic compatibility by match-

ing the required feature set F𝑡 with the features currently available

in state 𝑠base. Only operations whose functional dependencies are

fully satisfied by the current dataset are retained as valid candidates.

2) Pareto-based selection: From the filtered candidates, we iden-

tify high-quality operations by balancing absolute performance 𝑣

and relative gain Δ𝑣 . We prioritize operations with high Δ𝑣 for their
strong transformative potential, as well as those with high 𝑣 , which

represent the ability to refine performance even when the pipeline

has reached well-performing regimes. Formally, we construct a

Pareto frontier in the (𝑣,Δ𝑣) objective space and select the non-

dominated operations to serve as “elite experiences”M𝑠
base

within

the steerable reasoning prompt. This dual-metric selection ensures

the LLM distills insights from both breakthrough transformations

and marginal refinements recorded in the search history.

3.2 Collaborative Tuning with HPO
The final efficacy of an FE pipeline 𝑇 is inextricably linked to the

hyperparameters 𝝀 of the downstream ML model. A decoupled

approach, where FE is optimized independently of HPO, often re-

sults in the greedy myopia discussed in Section 2.4—the premature

rejection of promising feature transformations simply because they

perform poorly under default model configurations. To address

this, we propose a collaborative tuning framework that performs

an interleaved exploration of the joint space of (𝑇,𝝀) combinations

to ensure the discovery of global optima. The core challenge of

joint optimization is the bidirectional dependency: BO requires a

promising feature set to optimize 𝝀, while the LLM requires an

optimized model to accurately evaluate the potential of a pipeline

𝑇 . We resolve this through a mutual conditioning mechanism.

3.2.1 BO-based HPO Conditioned on FE. In contrast to conven-

tional HPO that operates on a static dataset, the BO conditioned on

FE must navigate a dynamic search tree containing multiple dataset

states. The primary challenge lies in modeling the joint influence

of the FE pipeline and configuration to determine which specific

dataset state 𝑠 paired with which configuration 𝝀, yields the global
optimum. To achieve this, we redefine the two core components of

BO: the surrogate model and the acquisition function optimizer.

Surrogate model: Since the FE pipeline lacks an explicit, continu-

ous search space, we utilize meta-features 𝜙 (𝑠) to characterize the

dataset state after transformations. This allows the surrogate model

to map discrete tree nodes into a representative feature space. We

formalize the training dataset for the surrogate model 𝑓 as:

DBO =
{(
[𝜙 (𝑠𝑖 ),𝝀𝑖, 𝑗 ], 𝑣𝑖, 𝑗

)
| 𝑠𝑖 ∈ Vtree,∀𝑗

}
, (7)

where Vtree is the set of all nodes in the MCTS tree. 𝝀𝑖, 𝑗 and 𝑣𝑖, 𝑗
denote the 𝑗-th ML configuration and its score evaluated on node 𝑠𝑖 .

We employ Random Forest (RF) [24] as the surrogate model due to

its support for categorical variables and computational efficiency.

Acquisition function optimizer: To identify the most promising

(𝑠,𝝀) pair, the optimizer explores the joint space through a hybrid

sampling strategy to construct a candidate pool Pcand:
• Local search: For each node in the tree, we perform perturba-

tions around all its historically evaluated configurations within

the hyperparameter space Λ. These perturbed configurations

are paired with the corresponding node’s meta-features to

capture local improvements.

• Random search: We perform global random sampling across

the hyperparameter space Λ. Each sampled configuration is

combined with the meta-features of every node in the current

tree to ensure a broad exploration of the joint space.

Finally, the surrogate model predicts the performance of the com-

binations in the candidate pool Pcand, after which an acquisition

function (e.g., Expected Improvement [19]) quantifies their utility

and selects the optimal combination (𝑠∗,𝝀∗). This mechanism si-

multaneously recommends the next ML configuration and identifies

the specific dataset state 𝑠∗ best positioned to leverage its potential.
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3.2.2 LLM-based FE Conditioned on HPO. On the other hand, the

MCTS-based FE search must be informed by the HPO process. We

modify the original FE search logic to incorporate two levels of HPO-

driven conditioning: (i) During the Selection phase, the maximum

performance 𝑣max

𝑠′ in Eq. (5) is determined by HPO; specifically,

when the BO discovers a superior validation score 𝑣∗ at any given

node, a localized update propagates this new performance "ceiling"

back through the node’s ancestors to prioritize that branch in future

selection cycles. This enables the MCTS to identify FE pipelines

that exhibit the greatest synergy with optimized ML configurations.

(ii) During the Playout phase, the new child node 𝑠new inherits the

best-performing ML configuration from its parent for evaluation,

ensuring that new feature operations are immediately evaluated at

their highest possible capacity rather than under default settings.

3.3 Dynamic Optimizer Selector
While FE and HPO exhibit strong synergy, their relative contribu-

tion to performance gains varies significantly across datasets and

search stages. To optimize resource allocation, we model the selec-

tion between FE and HPO as a Multi-Armed Bandit (MAB) problem.

We employ a Predictor Upper Confidence Bound (PUCB) [48] policy

to dynamically decide which optimizer to execute at each step𝑚:

𝑎∗ = arg max

𝑎∈{FE, HPO}

(
𝑄 (𝑎) +𝐶2 · 𝜔𝑎 (𝑚)

√︁∑
𝑎′∈{FE, HPO} 𝑁𝑎′

1 + 𝑁𝑎

)
, (8)

where 𝑁𝑎 is the number of times action 𝑎 has been selected. 𝐶2 is

a hyperparameter controlling exploration pressure. 𝜔𝑎 (𝑚) is the
time-varying prior weight for action 𝑎 at iteration𝑚. 𝑄 (𝑎) is the
exploitation term, formulated as the empirical success rate of action

𝑎 in achieving a performance breakthrough. Specifically, 𝑄 (FE)
represents the proportion of trials where the generated FE operation

yields a score surpassing that of its parent node.𝑄 (HPO) is defined
as the frequency with which HPO on a given node discovers a

configuration that exceeds the node’s historical best performance.

Prior weight scheduling. We define the prior weights 𝜔𝑎 (𝑚) as
linear functions of the search progress𝑚/𝑀 (𝑀 is the total budget):

• 𝜔FE (𝑚) = 𝑝1 − (𝑝1 − 0.5)𝑚𝑀 : Starts at 𝑝1 and decays to 0.5.

• 𝜔HPO (𝑚) = 𝑝2 + (0.5 − 𝑝2)𝑚𝑀 : Starts at 𝑝2 and increases to 0.5.

Given 𝑝1 + 𝑝2 = 1, these prior weights can be unified using a step

parameter 𝛿 =
𝑝1−0.5

𝑀
: 𝜔FE (𝑚) = 𝑝1 − 𝛿𝑚 and 𝜔HPO (𝑚) = 𝑝2 + 𝛿𝑚.

Theorem 3.1 (Budget Eqilibrium). Consider the rule in Eq. (8)
under a neutral reward signal (𝑄 (𝑎) = const). Let 𝑀 ∈ Z+ be the
total budget. If the initial bias satisfies 0.5 ≤ 𝑝1 < 𝑀+1.5

𝑀+3 , the linear
scheduling of 𝜔FE and 𝜔HPO, which converges to an equilibrium of 0.5
at𝑚 =𝑀 , guarantees a balanced budget distribution:

𝑁FE (𝑀), 𝑁HPO (𝑀) ∈
{⌊
𝑀

2

⌋
,

⌈
𝑀

2

⌉}
The proofs are provided in Appendix B. By leveraging this PUCB-

based mechanism, the framework achieves a dual advantage: (i)

With prior weight, it implements a learnability warmup that pri-

oritizes FE initially to ensure the data is "model-ready," shielding

HPO from deceptive, noise-driven signals inherent in raw features.

Unlike traditional decoupled methods that optimize FE and HPO

sequentially, our approach facilitates a balanced co-optimization

adapted by task-specific performance gains 𝑄 (𝑎). (ii) Theorem 3.1

guarantees reaching a 5:5 budget equilibrium in neutral reward

scenarios (i.e., when the exploitation term 𝑄 (𝑎) is not considered),
making the actual allocation fundamentally task-governed. In sum-

mary, FE and HPO engage in a dynamic competition for computa-

tional resources, where the final allocation is adaptively steered by

task-specific empirical rewards to reach the global optimum.

3.4 Algorithm Summary
CoFEH iteratively performs joint optimization in four steps: 1) The

optimizer selector applies the PUCB rule to determine whether

to execute FE or HPO; 2) The selected module is executed, where

FE utilizes MCTS to extend the most promising feature pipeline 𝑇

given the current HPO state, while HPO employs BO to identify the

optimal configuration 𝝀 conditioned on all dataset states; 3) The

proposed (𝑇,𝝀) pair is evaluated on the validation set to obtain a

score; 4) This score is returned as a reward signal to the selector

for future decisions. This process repeats until the total budget𝑀

is exhausted, after which CoFEH returns the optimal pair (𝑇 ∗,𝝀∗).

4 Experiment
4.1 Experiment Setup
Baselines. We evaluate CoFEH against five representative base-

lines, spanning both traditional and LLM-based methodologies: —

Two traditional automated FE methods: (i) OpenFE [60] utilizes

feature boosting and two-stage pruning for automated feature gen-

eration; (ii) Mindware [36], an end-to-end AutoML system that

automates the entire pipeline from preprocessing toHPOwith BO;—

Three LLM-based FE methods: (iii) OCTree [44] leverages LLMs and

decision tree reasoning as linguistic feedback for iterative feature

generation; (iv) ELLM-FT [15] integrates evolutionary strategies

with LLMs to discover optimal feature transformation sequences;

and (v) LFG [61] conducts a guided tree search over a predefined

operation set to generate new features via LLMs.

Datasets and Metrics. Following OCTree [44], we incorporate 19

classification datasets benchmarked by Grinsztajn et al. [18]. This is

supplemented by 9 regression datasets fromOpenML [5] and Kaggle.

Dataset details are provided in Appendix C.1. We use the classifica-

tion error (1 − 𝑎𝑐𝑐𝑢𝑟𝑎𝑐𝑦) for classification and𝑚𝑒𝑎𝑛 𝑠𝑞𝑢𝑎𝑟𝑒𝑑 𝑒𝑟𝑟𝑜𝑟

(MSE) for regression tasks as performance metrics.

Downstream Models. We evaluate the frameworks across three

downstream model scenarios: (i) XGBoost [7], (ii) MLP [17], and

(iii) CASH [51]: the framework must simultaneously select the best

model algorithm (e.g., RF, MLP) and its optimal parameters. The hy-

perparameter spaces for all scenarios are detailed in Appendix C.2.

Basic Settings. While it takes a different amount of time to eval-

uate the same model on different datasets, we use the evaluation

iterations as the unit of budget. We compare all methods under

two settings: (i) Standalone FE: conduct an FE search for a maxi-

mum of 100 iterations while maintaining default downstreammodel

hyperparameters. (ii) Joint FE+HPO: A total budget of 200 itera-

tions is allocated for full-pipeline optimization. Mindware leverages
SMAC [24] (a BO variant) to simultaneously navigate the unified
space of FE and HPO. Other decoupled baselines (OpenFE, OCTree,

ELLM-FT, and LFG) execute 100 sequential rounds of FE followed
by 100 rounds of HPO on the fixed optimal FE pipeline. Critically,
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Table 1: Comparison in standalone FE and joint FE+HPO scenarios. We report test error (%) for classification and test MSE for
regression across 3 runs (Mean ± Std, ↓). Best and second-best results are bolded and underlined. Bottom rows show the average
rank (Avg. Rank) per scenario, while Imp. (%) quantifies the relative error reduction of joint FE+HPO relative to standalone FE.

Standalone FE Joint FE + HPO

Dataset Mindware OpenFE OCTree ELLM LFG CoFEH Mindware OpenFE OCTree ELLM LFG CoFEH

Classification Tasks
rl 19.65 ± 0.81 19.48 ± 0.20 22.80 ± 0.38 17.84 ± 1.80 22.77 ± 0.81 17.84 ± 2.30 23.20 ± 0.30 19.52 ± 0.10 22.98 ± 0.40 19.63 ± 1.90 22.87 ± 0.84 21.35 ± 0.11

electricity 9.08 ± 0.13 8.47 ± 0.07 8.54 ± 0.10 7.71 ± 0.21 8.84 ± 0.24 7.31 ± 0.35 8.28 ± 0.17 7.93 ± 0.07 7.76 ± 0.31 6.79 ± 0.48 7.65 ± 0.26 7.15 ± 0.14

compass 23.54 ± 0.07 19.94 ± 0.17 25.34 ± 0.18 22.93 ± 0.72 22.70 ± 0.59 22.25 ± 0.08 23.63 ± 0.23 20.79 ± 0.09 23.44 ± 0.11 23.63 ± 0.75 21.76 ± 0.17 19.57 ± 0.44
wine 23.32 ± 0.25 21.43 ± 0.51 22.72 ± 0.80 22.19 ± 0.16 23.13 ± 0.27 19.45 ± 0.18 22.70 ± 1.10 22.06 ± 0.55 23.46 ± 0.91 23.54 ± 0.44 23.41 ± 0.48 19.50 ± 0.62
house_16H 12.30 ± 0.04 13.03 ± 0.18 11.62 ± 0.10 11.76 ± 0.27 11.60 ± 0.18 12.06 ± 0.05 11.92 ± 0.24 12.38 ± 0.23 12.18 ± 0.25 12.31 ± 0.42 11.96 ± 0.19 12.27 ± 0.04

Magic 13.92 ± 0.26 11.87 ± 0.23 14.21 ± 0.15 14.13 ± 0.15 14.14 ± 0.05 12.86 ± 0.26 13.12 ± 0.36 10.99 ± 0.22 14.42 ± 0.15 14.39 ± 0.28 14.24 ± 0.14 13.53 ± 0.40

higgs 28.10 ± 0.13 29.67 ± 0.09 28.22 ± 0.01 28.18 ± 0.02 27.74 ± 0.07 27.14 ± 0.32 27.22 ± 0.06 27.24 ± 0.09 27.46 ± 0.09 27.45 ± 0.09 27.31 ± 0.11 26.35 ± 0.02
jannis 20.33 ± 0.13 22.03 ± 0.19 20.99 ± 0.13 21.05 ± 0.06 21.02 ± 0.08 20.68 ± 0.15 19.65 ± 0.12 20.77 ± 0.23 20.62 ± 0.15 20.56 ± 0.29 20.41 ± 0.01 20.34 ± 0.14

credit 25.10 ± 0.36 26.21 ± 0.01 24.31 ± 0.15 24.47 ± 0.28 24.13 ± 0.29 24.21 ± 0.03 22.59 ± 0.31 22.94 ± 0.07 22.95 ± 0.09 22.92 ± 0.07 22.90 ± 0.24 22.58 ± 0.21
eye_movements 30.88 ± 1.70 36.96 ± 1.10 35.06 ± 0.68 29.84 ± 1.20 36.49 ± 1.40 30.31 ± 1.50 36.02 ± 1.80 35.98 ± 0.70 35.57 ± 0.79 30.54 ± 1.50 36.99 ± 1.40 29.46 ± 0.95
kddCup09 21.07 ± 0.47 22.69 ± 0.59 20.61 ± 0.64 20.74 ± 0.47 19.75 ± 0.63 20.15 ± 0.30 19.51 ± 0.23 21.01 ± 0.62 20.10 ± 0.54 19.99 ± 0.27 19.68 ± 0.07 19.35 ± 0.44
road-safety 21.10 ± 0.01 20.92 ± 0.09 21.94 ± 0.28 21.42 ± 0.20 19.87 ± 0.68 19.56 ± 0.07 20.49 ± 0.05 19.60 ± 0.23 21.04 ± 0.28 20.69 ± 0.86 19.99 ± 0.41 18.53 ± 0.28
bank-marketing 21.68 ± 0.25 22.16 ± 0.27 20.64 ± 0.23 20.80 ± 0.36 21.00 ± 0.11 21.38 ± 0.30 19.79 ± 0.13 20.55 ± 0.01 20.16 ± 0.07 20.31 ± 0.67 20.15 ± 0.14 19.72 ± 0.16
phoneme 14.30 ± 0.18 13.51 ± 0.11 13.88 ± 0.26 14.30 ± 0.18 14.16 ± 0.18 12.37 ± 0.30 14.16 ± 0.19 13.04 ± 0.05 14.06 ± 0.33 14.30 ± 0.19 14.30 ± 0.20 12.48 ± 0.10
covtype 11.64 ± 0.57 10.69 ± 0.01 13.52 ± 0.22 12.99 ± 0.04 13.75 ± 1.40 11.12 ± 0.61 10.07 ± 0.13 15.92 ± 11.00 10.06 ± 0.15 9.98 ± 0.51 10.23 ± 1.40 7.87 ± 0.23
california 9.72 ± 0.10 9.86 ± 0.08 9.47 ± 0.12 9.58 ± 0.01 9.31 ± 0.08 9.05 ± 0.12 9.27 ± 0.10 9.37 ± 0.07 9.53 ± 0.05 9.74 ± 0.11 9.35 ± 0.05 8.68 ± 0.26
kdd_ipums_la 12.32 ± 0.74 12.91 ± 0.11 11.95 ± 0.16 11.63 ± 0.46 12.28 ± 0.10 12.06 ± 0.24 11.18 ± 0.42 11.31 ± 0.13 11.59 ± 0.29 11.10 ± 0.08 11.54 ± 0.10 10.93 ± 0.17
MiniBooNE 5.89 ± 0.07 6.31 ± 0.02 6.02 ± 0.04 5.97 ± 0.07 5.89 ± 0.08 5.62 ± 0.05 5.65 ± 0.02 5.92 ± 0.02 5.82 ± 0.02 5.79 ± 0.03 5.80 ± 0.03 5.51 ± 0.04
pol 1.95 ± 0.09 1.79 ± 0.05 1.69 ± 0.04 1.82 ± 0.03 1.83 ± 0.07 1.75 ± 0.19 1.74 ± 0.07 1.85 ± 0.12 1.74 ± 0.04 1.87 ± 0.10 1.94 ± 0.07 1.42 ± 0.12

Regression Tasks
airfoil_self_noise 2.73 ± 0.10 2.36 ± 0.03 2.57 ± 0.06 2.44 ± 0.10 2.23 ± 0.05 2.01 ± 0.17 2.33 ± 0.18 2.38 ± 0.07 2.12 ± 0.10 2.20 ± 0.06 1.95 ± 0.22 1.50 ± 0.10
cpu_small 11.14 ± 0.25 10.12 ± 0.07 11.16 ± 0.07 11.15 ± 0.08 11.02 ± 0.15 10.97 ± 0.07 8.26 ± 0.34 8.51 ± 0.34 7.85 ± 0.46 7.85 ± 0.58 7.97 ± 0.45 9.83 ± 0.67

diamonds (×105) 3.18 ± 0.01 2.84 ± 0.01 3.04 ± 0.04 2.98 ± 0.06 2.85 ± 0.02 2.72 ± 0.04 2.92 ± 0.01 2.68 ± 0.02 2.90 ± 0.02 2.87 ± 0.05 2.84 ± 0.01 2.60 ± 0.05
plasma_retinol (×104) 5.77 ± 0.58 5.43 ± 0.09 4.54 ± 0.40 4.35 ± 0.21 4.64 ± 0.04 5.83 ± 0.37 5.99 ± 0.33 4.65 ± 0.30 4.82 ± 0.04 4.76 ± 0.29 4.07 ± 0.27 4.37 ± 0.30

forest-fires (×103) 4.43 ± 0.62 4.70 ± 0.31 4.27 ± 0.11 4.29 ± 0.19 3.96 ± 0.08 4.26 ± 0.02 3.98 ± 0.04 4.00 ± 0.00 4.16 ± 0.15 4.28 ± 0.39 3.97 ± 0.02 3.98 ± 0.02

housing (×109) 2.23 ± 0.00 2.16 ± 0.00 2.16 ± 0.03 2.09 ± 0.00 2.00 ± 0.07 1.97 ± 0.06 2.06 ± 0.01 1.99 ± 0.02 2.10 ± 0.04 2.04 ± 0.03 1.99 ± 0.06 1.89 ± 0.01
bike (×103) 1.65 ± 0.01 1.67 ± 0.00 1.67 ± 0.02 1.66 ± 0.01 1.62 ± 0.02 1.52 ± 0.02 1.56 ± 0.01 1.60 ± 0.01 1.56 ± 0.02 1.53 ± 0.01 1.54 ± 0.01 1.43 ± 0.03
crab 5.12 ± 0.10 5.22 ± 0.05 5.11 ± 0.15 5.24 ± 0.18 5.16 ± 0.04 5.07 ± 0.07 4.47 ± 0.04 4.45 ± 0.02 4.88 ± 0.02 4.88 ± 0.09 4.58 ± 0.04 4.47 ± 0.02

insurance (×107) 2.82 ± 0.00 2.66 ± 0.00 2.72 ± 0.18 2.52 ± 0.10 2.51 ± 0.05 2.45 ± 0.07 1.98 ± 0.05 1.97 ± 0.04 2.01 ± 0.08 1.89 ± 0.02 1.90 ± 0.01 1.90 ± 0.07

Avg. Rank (↓) 4.50 4.07 3.93 3.50 3.11 1.82 3.46 3.86 4.57 3.93 3.39 1.75
Avg. Imp. (↑) / / / / / / +6.27% +4.98% +4.96% +3.84% +5.13% +7.03%

to ensure a fair comparison, they employ the same SMAC-based

HPO module. In contrast, CoFEH performs interleaved optimiza-
tion across the entire 200-round budget. Each dataset is split into

training (60%), validation (20%), and test (20%) sets. Optimization

is driven by validation performance, after which the optimal FE

pipeline and ML configuration are refitted on the combined train-

ing and validation set and evaluated on the test set. We report the

results across three independent runs to ensure statistical robustness.
Implementation Details. All the baselines are implemented fol-

lowing their official open-source versions or original methodologies.

Within CoFEH, we set the exploration constants 𝐶1 =𝐶2 =
√
2 and

configure the dynamic optimizer selector with initial prior weights

𝑝1 = 0.9 and 𝑝2 = 0.1, satisfying the conditions required for The-

orem 3.1. Our HPO component is also modified from SMAC to

be conditioned on FE for collaborative optimization. Specifically,

we characterize each FE pipeline using MindWare’s meta-feature

set, which consolidates and extends meta-features from prior meta-

learning studies [3, 46, 58], with details provided in Appendix C.3.

All LLM-based methods use gemini-2.0-flash [16] as the default

backbone. Appendix D.1 shows that stronger backbones improve

performance, but Gemini-2.0-flash offers the best cost-efficiency

with only a remarkably small performance gap.

4.2 Main Results
We first evaluate CoFEH and five baselines using XGBoost as the

downstream ML model. The results across both standalone FE and

joint FE+HPO scenarios are presented in Table 1. Several key obser-

vations emerge from the data: (i) LLM-based FE vs. traditional
FE: In the standalone FE scenario, traditional methods generally

underperform compared to LLM-based approaches, with Mindware

(4.52) and OpenFE (4.07) occupying the bottom average ranks. As

discussed in Section 2.2, traditional frameworks are restricted to

predefined, hardcoded operation sets and fixed, linear workflows.

(ii) Performance of LLM baselines: Among LLM-based base-

lines, OCTree exhibits the weakest performance (Rank 3.93). This is

primarily due to its linear reasoning structure, which lacks a back-

tracking mechanism. ELLM (3.54) and LFG (3.11) achieve better

results by employing genetic optimization and Tree-of-Thought

strategies, respectively. (iii)Dominance of CoFEH in standalone
FE: CoFEH achieves a state-of-the-art Average Rank of 1.84, signifi-

cantly outperforming the runner-up, LFG (3.11). A key strength lies

in its ability to balance exploration and exploitation with a memory

mechanism, as further validated by the ablation in Appendix D.2.

Moreover, unlike other LLM baselines that focus strictly on indi-

vidual feature generation, CoFEH enables truly free pipelines. The
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Figure 4: Cost analysis of the main experiment.

airfoil case study in Appendix D.3 further illustrates the qualitative

difference. CoFEH synthesizes physically meaningful features such

as a Strouhal-like number 𝑆𝑡 = 𝑓 · 𝑐/𝑈 , geometry terms sin𝑎, and

their interaction, then composes them with Yeo-Johnson transfor-

mation, standardization, and SelectKBest. This yields a heteroge-

neous pipeline spanning transformation, generation, preprocessing,

and selection, whereas LLM baselines mainly remain in feature

generation and OpenFE expands the feature set through many

arithmetic candidates. (iv) Sequential vs. joint optimization: In
the joint FE+HPO scenario, the relative performance of baselines

shifts significantly. Decoupled sequential baselines (OpenFE, OC-

Tree, ELLM, and LFG) exhibit lower improvement compared to

standalone FE—ranging from 3.84% to 5.13%—as they freeze the FE

pipeline before HPO, often trapping the system in a sub-optimal

state. In contrast, Mindware achieves a notable 6.27% improvement

by performing joint tuning over a unified search space. This holistic

approach allows Mindware to overcome its poor FE performance

(Rank 4.52), climbing to third place (Rank 3.46) in the end-to-end

scenario. (v) Superiority of CoFEH in joint tuning: Through
combining FE and HPO, CoFEH achieves a dominant improvement

rate of 7.03% over standalone FE, further widening its lead with

an Average Rank of 1.75. This success stems from our interleaved

tuning strategy and a conditioned mechanism that facilitates mu-

tual feedback between FE and HPO. In summary, CoFEH not only

establishes a new benchmark for FE but also achieves a powerful

“strong-strong” synergy in joint tuning. Appendix D.4 highlights

CoFEH’s robust scalability as dataset scale increases. We further

provide a Friedman test with Nemenyi post-hoc analysis in Appen-

dix D.5 to validate the consistent superiority of CoFEH.

Cost and runtime. Fig. 4a compares the API expense and average

test rank of LLM-based methods. CoFEH achieves the best cost–

performance trade-off, attaining the best average rank with only

$0.07 per task; in contrast, LFG obtains the second-best rank but

incurs the highest API cost, while OCTree and ELLM are cheaper

but less effective. Fig. 4b further compares per-dataset end-to-end

runtime normalized by CoFEH. LLM-based baselines have com-

parable runtimes, whereas traditional search-heavy methods are

much slower: OpenFE and Mindware require on average 3.35× and

1.85× the runtime of CoFEH, respectively. This efficiency gap is

Table 2: Generalization performance (Mean ± Std) across
CASH and MLP scenarios. Imp. (%) denotes the relative error
reduction of CoFEH over the best baseline.

Dataset LFG Mindware CoFEH Imp. (↑)

CASH Scenario
pol 1.70 ± 0.15 1.87 ± 0.15 1.38 ± 0.10 +18.9%

wine 22.13 ± 0.27 20.89 ± 0.43 18.86 ± 0.39 +9.7%

airfoil_self_noise 2.72 ± 0.14 2.88 ± 0.09 1.49 ± 0.11 +45.1%

housing (×109) 2.12 ± 0.08 2.12 ± 0.02 1.78 ± 0.03 +16.0%

MLP Scenario
pol 1.53 ± 0.08 1.42 ± 0.07 1.36 ± 0.12 +4.6%

wine 22.94 ± 0.49 22.98 ± 0.36 20.63 ± 0.21 +10.1%

airfoil_self_noise 10.49 ± 3.28 10.59 ± 2.58 6.73 ± 1.34 +35.9%

housing (×109) 2.70 ± 0.03 2.77 ± 0.06 2.66 ± 0.05 +1.3%

Avg. Rank (↓) 2.25 2.75 1.00 –

partly due to feature explosion in traditional automated search: for

example, OpenFE expands the “airfoil” dataset to 127 dimensions,

whereas CoFEH and other reasoning-based methods typically keep

the representation below 20 dimensions (Appendix D.3). This high-

lights the practical value of LLM-based FE: semantic reasoning can

avoid the combinatorial accumulation of redundant features and

thereby reduce the cost of repeated downstream evaluations. Av-

eraged over the 28 datasets, evaluation dominates the end-to-end

runtime, taking 1842.23s (72%), followed by LLM queries at 537.3s

(21%), BO at 127s (5%), and MCTS bookkeeping at only 51.2s (2%).

4.3 Generalization to Downstream Models
While the preceding experiments demonstrate the efficacy of CoFEH

using XGBoost, a robust FE framework should ideally exhibit model-

agnostic generalization. In this section, we evaluate whether CoFEH

can collaboratively optimize FE and HPO within two distinct down-

stream model types: deep learning (MLP) and multi-algorithm

search (CASH). To mitigate API overhead, we select four repre-

sentative datasets from the original benchmark: two classification
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tasks (pol, wine) and two regression tasks (airfoil, housing). We eval-

uate CoFEH against the two strongest baselines in joint FE+HPO

scenario from Table 1: LLM-based LFG and traditional Mindware.

The results in Table 2 demonstrate the robust generalization

of CoFEH across three dimensions: (1) Consistent superiority:
CoFEH consistently achieves the top performance across all datasets

and scenarios with a perfect Average Rank of 1.00, maintaining a

ranking hierarchy identical to the primary XGBoost experiments. (2)

Significant error reduction: Compared to the strongest baseline

in each task, CoFEH achieves substantial relative error reductions,

most notably reaching 45.1% in the CASH scenario and 35.9% in

the MLP scenario. (3) Enhanced performance ceiling: Compared

with Table 1, the end-to-end performance in the CASH scenario

generally surpasses that of XGBoost, indicating that CoFEH effec-

tively leverages multi-algorithm search to identify models that are

more compatible with the synthesized features.

4.4 Effectiveness of Collaborative Tuning
In this section, we evaluate the impact of the collaborative tuning

framework, which comprises two components: the mutual condi-

tioning mechanism for bidirectional information exchange between

FE and HPO, and the dynamic optimizer selector for resource sched-

uling. To isolate their contributions, we conduct an ablation study

comparing the full CoFEH against three variants: (i) w/o Cond,

where HPO feedback and meta-feature conditioning are removed,

forcing both modules to generate independent proposals that are

heuristically paired with the counterpart’s current global best for

evaluation; (ii) w/o Selector, which replaces dynamic scheduling

with a fixed, alternating execution strategy; and (iii) Greedy, the

sequential paradigm that follows the standard practice of perform-

ing 100 iterations of FE followed by 100 iterations of HPO. As

illustrated in Fig. 5, which plots the average normalized best-so-

far validation performance across four representative datasets, the

Greedy approach yields the poorest results, confirming the sub-

optimality of decoupled optimization. We find that ablating either

core mechanism significantly degrades convergence. Ultimately,

CoFEH achieves the best Average Test Rank of 1.25, substantially

outperforming the w/o Selector (2.25), w/o Cond (2.75) variants,

confirming the necessity of coupled information-resource manage-

ment. We next analyze the two components separately.

Effect of mutual conditioning. The w/o Cond variant removes

HPO feedback and FE-state conditioning, preventing BO from dis-

tinguishing how the same hyperparameter configuration behaves

under different transformed datasets. The surrogate-fitting analysis

in Appendix D.6 provides direct evidence: adding FE meta-features

raises the mean Spearman correlation between BO predictions and

true performance from 0.587 to 0.691 across the 28 datasets, with

especially large gains on FE-sensitive tasks.

Effect of dynamic optimizer selection. To further analyze the

behavior of the optimizer selector, Fig. 6 examines the distribu-

tion of FE iterations across the 28 datasets in the main experiment.

(i) Temporal dynamics: As shown in Fig. 6a, the proportion of

datasets executing FE follows a clear downward trend. This aligns

with our design intuition of prior weights: prioritizing structural

data refinement in early stages. Notably, both optimizers remain

active throughout the process, ensuring continuous co-evolution.

0 25 50 75 100 125 150 175 200
Number of Evaluations

0.2

0.4

0.6

0.8

1.0

N
or

m
al

iz
ed

 P
er

fo
rm

an
ce

CoFEH
CoFEH (w/o Selector)
CoFEH (w/o Cond)
CoFEH (Greedy)

Figure 5: Ablation study of collaborative tuning.

0 40 80 120 160 200
Number of Evaluations

0.0

0.5

1.0

D
at

as
et

s w
ith

 F
E 

(%
)

95% CI
Linear Fit

(a) FE prop. across iterations.

0.4 0.5 0.6 0.7
Iterations with FE (%)

0

2

4

6

8

N
um

be
r o

f D
at

as
et

s

Mean (0.532)

(b) FE prop. across datasets.

Figure 6: FE prop. driven by the dynamic optimizer selector

(ii) Task-adaptive allocation: Fig. 6b illustrates the distribution
of total FE iterations per dataset. While the mean proportion of

0.53 empirically substantiates the budget equilibrium predicted in

Theorem 3.1, the significant variance (ranging from 0.37 to 0.7) high-

lights the framework’s task-adaptivity. This reflects the selector’s

ability to detect whether a specific task is more sensitive to feature

representations or ML configurations. Appendix D.7 provides a case

study of task-adaptive allocation. We compare independent pure-FE

and pure-HPO runs on two representative datasets to test whether

the selector’s allocation matches each task’s dominant optimization

driver. On “diamonds”, pure FE achieves a higher ceiling than pure

HPO, and the selector correspondingly allocates 70% of the budget

to FE. On “jannis”, pure HPO is more effective, and the selector

reduces the FE share to 37%. These contrasting cases show that the

selector adapts the FE/HPO budget according to the task-specific

marginal utility of each optimizer.

5 Conclusion
In this paper, we presented CoFEH, a collaborative framework that

bridges semantic FE discovery and numerical HPO through adaptive

scheduling and mutual conditioning. Experiments across 28 public

datasets show that CoFEH achieves superior performance over tra-

ditional AutoML and LLM-based baselines in both standalone FE

and joint FE+HPO settings. The framework is also extensible: (i) it is

agnostic to specific HPO implementations and maintains full com-

patibility with state-of-the-art BO variants; (ii) it enables seamless

extension to image and text data via simple prompt modifications,

offering a scalable foundation for future work.
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A Prompt Design
This appendix details our prompt engineering framework, spanning

the expert-persona System Prompt, the structured User Prompt,

and a concrete input/output example.

A.0.1 System Prompt. The System Prompt establishes the LLM’s

expert role and core mission:

System Prompt

You are an elite Machine Learning Feature Engineering (FE)

Expert whose mission is to analyze data distributions and syn-

thesize high-value pipelines by generating innovative feature

operations specifically designed to maximize the predictive

performance of downstream ML models.

A.0.2 Structured User Prompt. The User Prompt comprises the

global task description and the four core components defined in

Eq. (6), which are detailed below:

(i) Task description defines the objective and output format:

Template: Task Description

Given the dataset metadata, transformation history, and

elite memory, your task is to synthesize novel feature en-

gineering operations to maximize the performance of the

downstream model {. . .}. You should provide a reasoning

insight followed by executable Python code.

Output Format: You must provide your insight followed

by the code in the following structure:

— Reason: (Explain why this specific transformation is

beneficial for the downstream model.)

— Way: (Detail the exact columns and the specific method

required for the transformation.)

— Implementation: (Provide a standalone Python function.

Use the following template)

def your_fe_name(df):
'''A concise description of the operator.'''
import pandas as pd
import numpy as np
# Your implementation here
return df

(ii) Dataset information (𝜓 ). The Dataset Information component

provides a comprehensive data profile, grounding the LLM’s rea-

soning in both statistical metadata and semantic context. To ground

the LLM’s reasoning in the dataset’s specific characteristics, we

transform the raw data into a structured dataset information block

using a multi-level extraction logic:

• Global profile: Captures the dataset scale (samples/features),

task type (e.g., regression/classification), the numerical-to-

categorical ratio, and the semantic meaning of the dataset

(if such a description is available), e.g., what the records repre-

sent and what the target variable measures.

• Missingness & quality analysis: We calculate the missing

ratio for every column and flag "high-missing" features that

exceed a predefined threshold (e.g., 30%).

• Heuristic key feature selection: To manage the LLM’s con-

text window, we score features based on their missingness,

presence of domain descriptions, and types. We then prioritize

the Top-𝐾 most informative features for detailed display.

• Feature-Level metadata: Distills specific statistics based on

the feature type:

– Categorical: Includes the number of unique classes and

the frequency of the Top-3 categories.

– Numerical/discrete: Includes statistical moments (mean,

standard deviation) and the value range (min, max).

We append human-readable notes (e.g., feature meanings) to

the metadata whenever domain knowledge is available.
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Template: Dataset Information

[Dataset Profile] {dataset scale, . . .}
Target: {. . .}
All columns: {[. . .]}
[Feature Summary] {highlights data quality, specifically

identifying columns with high missing-value ratios.}
[Key Features] detailed metadata for each feature:

– col1: type=numerical, missing={%}, mean={𝜇}, std={𝜎},
range=({𝑚𝑖𝑛,𝑚𝑎𝑥}), note={𝑑𝑒𝑠𝑐𝑟𝑖𝑝𝑡𝑖𝑜𝑛}
– col2: type=categorical, missing={%}, classes={[. . .]},
top={[(𝑣𝑎𝑙, 𝑓 𝑟𝑒𝑞), . . . ]}, note={𝑑𝑒𝑠𝑐𝑟𝑖𝑝𝑡𝑖𝑜𝑛}
– . . . (repeated for prioritized features)

(iii) Ancestor FE pipeline (𝑇anc) summarizes the FE pipelines

from the original dataset to the currently selected node:

Template: Ancestor FE Pipeline

Current Feature Engineering pipelines:
→
[Do nothing]

⌞ Score: {𝑆𝑐𝑜𝑟𝑒0}
→
[FE Operation 1]
⊢ Reason: {𝑅𝑒𝑎𝑠𝑜𝑛1}
⊢Way: {𝑀𝑒𝑡ℎ𝑜𝑑1}
⌞ Score: {𝑆𝑐𝑜𝑟𝑒1}

→
. . .

→
[FE Operation 𝑘]
⊢ Reason: {𝑅𝑒𝑎𝑠𝑜𝑛𝑘 }
⊢Way: {𝑀𝑒𝑡ℎ𝑜𝑑𝑘 }
⌞ Score: {𝑆𝑐𝑜𝑟𝑒𝑘 }

(iv) Memory of good FE operations (M𝑠base ) shows good feature
engineering operations from history that you can reference in the

next step:

Template: Memory of Good FE Pipelines

High-performing historical FE operations (memory):
[Good Operation 1]
⊢ Reason: {𝑅𝑒𝑎𝑠𝑜𝑛1}
⊢Way: {𝑀𝑒𝑡ℎ𝑜𝑑1}
⌞ Score: {𝑆𝑐𝑜𝑟𝑒1}, relative improve: {𝑅𝑒𝑙𝐼𝑚𝑝𝑟𝑜𝑣𝑒1}

[Good Operation 2]
⊢ Reason: {𝑅𝑒𝑎𝑠𝑜𝑛2}
⊢Way: {𝑀𝑒𝑡ℎ𝑜𝑑2}
⌞ Score: {𝑆𝑐𝑜𝑟𝑒2}, relative improve: {𝑅𝑒𝑙𝐼𝑚𝑝𝑟𝑜𝑣𝑒2}

. . .

[Good Operation𝑚]
⊢ Reason: {𝑅𝑒𝑎𝑠𝑜𝑛𝑚}
⊢Way: {𝑀𝑒𝑡ℎ𝑜𝑑𝑚}
⌞ Score: {𝑆𝑐𝑜𝑟𝑒𝑚}, relative improve: {𝑅𝑒𝑙𝐼𝑚𝑝𝑟𝑜𝑣𝑒𝑚}

(v) Directive and Optimization Objectives
Depending on the directive 𝑑 , the LLM is given optimization

objectives that explicitly steer its feature engineering strategy. The

directive governs whether the LLM should focus on generating

an initial strong operation, exploring novel transformations, or

exploiting previously successful experience.

Template: Directive and Objectives

Your general objectives (for any directive 𝑑):
1. Review and summarize the existing feature engineering op-

erations from the original dataset to the currently selected

node in the ancestor FE pipeline.

2. Avoid duplicating the feature engineering approaches that

have already been attempted in the ancestor FE pipeline.

3. Propose one new feature engineering step. You may refer-

ence (but are not limited to) the following categories:

– Generator: creating new features.

– Selector: choosing or filtering the most relevant features.

– Transformation: modifying distributions or encoding cat-

egories.

– Rescaler: normalizing or standardizing features.

– Imputer: filling missing data via statistical or model-based

methods.

4. Your strategy is {d} (further specifies the optimization mode

and how the above objectives should be prioritized):

Directive: Initialization (for root node 𝑠0)

Instruction: Propose ahigh-quality initial FE operation
for the original dataset. Focus on robust, broadly useful

transformations rather than highly specialized or overly

complex operations. Aim to establish a strong baseline

that later operations can further improve upon.

Directive: Exploration
Instruction: Propose FE operations that explores new
regions of the transformation space. Prioritize novel or

less-explored ideas that are distinct from existing and
previously attempted methods. Encourage diversity
and bold changes to uncover potentially high-performing

operations.

Directive: Exploitation
Instruction: Propose FE operations that refines and
exploits previously successful operations. Try to reuse,
adapt, or combine high-performing historical FE opera-

tions from the memory to further improve performance.

Focus on incremental refinement rather than broad

exploration.
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